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CSSE 533
Database Systems
Spring, 2014-15

Catalog Description

This course provides a brief introduction to key relational database concepts with a review of entity relationship diagrams for data modeling, properties and roles of transactions, and SQL for data definition and data manipulation. The course then provides a substantive examination of contemporary APIs for access to databases through enterprise examples from several application domains. Advanced topics are selected from object-oriented databases, object-relational databases, query processing, transactions, transaction logging, concurrency control, database recovery, parallel and distributed databases, security and integrity, data mining and data warehousing to round out the course for the software engineering professional. 

Details for this Spring, 2014-15 Course Offering

We intend to focus on data mining, which is a topic of special interest, currently.  We will do some discussion of the other topics, above, some from a high level.

We also will use these two DBMS platforms toward that end:

· PostgreSQL - a hybrid Object-Relational database management system.
· MongoDB - a non-SQL document-oriented DBMS.

These are the preferences of the students who will be attending.

The two books used are:

· MongoDB: The Definitive Guide Paperback by Kristina Chodorown
· PostgreSQL: Up and Running: A Practical Introduction to the Advanced Open Source Database, by Regina O. Obe and Leo S. Hsu

Material on data mining will be provided from the latest online resources.  In general, data mining is about extracting information of interest from large data sets, including discovering patterns in those data sets, and transforming or using that information, such as visualizing it, making decisions based on it, or creating targeted advertising from it. 

For the students attending the course this time, it builds on their having completed CSSE513: Machine Intelligence last term.  Some of the machine learning algorithms studied in that course will likely be revisited, as they relate to one's project.

Instructor:  Steve Chenoweth, RHIT
Cell phone: 937-657-3885

How we'll conduct the course

[bookmark: _GoBack]We'll all be remote!  Tuesday and Thursday nights, 5:30 PM -  possibly 7:30 PM, possibly with a break.  With GoToMeeting, courtesy of Interactive Intelligence.

Starting Points

It is assumed that the students involved in the class have a project (or potential project) toward which they want to direct this work, so the main purpose of the course is a problem-based learning one, toward moving that project forward.

This also is an advanced DB course, in the sense that prior coursework and/or work experience with modern databases is assumed.

Here's what's in a typical first DB course, taken from the current catalog description of the one that Rose-Hulman offers.  As you can see, the emphasis is on classic, SQL-based systems:

CSSE 333 Database Systems  
Prereq: MA275 (discrete math) and CSSE230 (data structures) 

Relational database systems, with emphasis on entity relationship diagrams for data modeling. Properties and roles of transactions. SQL for data definition and data manipulation. Use of contemporary API's for access to the database. Enterprise examples provided from several application domains. The influence of design on the use of indexes, views, sequences, joins, and triggers. Physical level data structures: B+ trees and RAID. Survey of object databases.

Typical work experience as a software developer includes writing programs which access a database on a server.  This is if the person is not much more closely related to the database, such as being a DB administrator.  Usually, development of an application that uses a database can be at various distances, and so one's DB experiences will vary a lot based on that.  For example, apps may be developed with most of their business rules built into the database, with simplified calls from application code itself, which manages web pages or a GUI.  Depending on which side of this one worked, one's experience would be either heavily database intensive, or hardly that way at all.

Ending Points

We would like the successful completion of the course, by each student, to mean that they learned important new concepts about data mining and the database systems studied, and showed that by applying it to their projects.

Of course, it is likely, with a wide range of topics and two database systems to choose from, that some of the material will be more specifically relevant than others.  So, there may be additional activity to do simply to demonstrate grasp of those topics.  I'm thinking short projects and activities that allow each student to try something of significance in the course that isn't going into their project.  Or, if it is, then the project work fits the need to show competence.
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